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Manhattan - Easy, High Performance Analytics

Scott Torborg - Cart Logic [http://www.cartlogic.com]

Manhattan is a Python infrastructure block to provide basic server-side
analytics and multivariate testing. It is:


	Easy to deploy and develop on

	Scalable

	Not slow, in-band request latency < 1ms and can process > 2k events/sec

	Customizable and flexible to varying rollup needs

	Robust to server failures, migrating between cluster topologies, and
backend reconfiguration



It is also:


	2 oz rye whiskey

	1/2 oz sweet vermouth

	2 dashes bitters

	1 cherry




Example Usage

from manhattan.middleware import ManhattanMiddleware
from manhattan.log.timerotating import TimeRotatingLog

log = TimeRotatingLog('/tmp/manhattan.log')
app = ManhattanMiddleware(app, log, secret='s3krit')





def checkout_action(request):
    request.visitor.goal('Began Checkout')
    if request.visitor.split('Blue Button'):
        ...
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License

Manhattan is licensed under an MIT license. Please see the LICENSE file for
more information.
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API Reference


	
class manhattan.visitor.Visitor(id, log, site_id='', buffer_writes=True)[source]

	A handle to perform operations on the given visitor session.


	
AVERAGE = 'A'

	




	
CURRENCY = 'C'

	




	
NUMERIC = 'N'

	




	
PER = 'I'

	




	
PERCENTAGE = 'P'

	




	
RATE = 'R'

	




	
SUM = 'S'

	




	
flush()[source]

	Write buffered records to log.






	
goal(name, value=None, value_type=None, value_format=None)[source]

	Log a goal hit for this visitor.





	Parameters:	
	name (str) – Name of the goal.

	value (int or float) – Value of this goal.

	value_type (RATE, AVERAGE or SUM) – Type of goal value aggregation to perform.

	value_format (NUMERIC, CURRENCY, or PERCENTAGE) – Display format for this goal value.














	
page(request)[source]

	Log a page view for this visitor.





	Parameters:	request (webob.Request instance) – A request object corresponding to the page to log.










	
pixel()[source]

	Log a pixel view for this visitor.






	
split(test_name, populations=None)[source]

	Perform a split test for this visitor. The resulting population is
calculated deterministically based on the test name and the visitor id,
so the same visitor id and the same test name will always be assigned
to the same population.





	Parameters:	
	test_name (str) – Name of the test.

	populations – Population specified. Can be any of the following:


None – 50/50 split performed between True or False.
list – Select evenly between entries in the list.
dict – A weighted split between keys in the dict. The weight
of each population is specified by the value, as a float.









	Returns:	The population selected for the visitor.












	
timestamp()[source]

	Override this to generate event timestamps in a different way. Defaults
to the POSIX epoch.






	
write(*records)[source]

	








	
class manhattan.client.Client(connect='tcp://127.0.0.1:5555', wait=3000)[source]

	




	
exception manhattan.client.ServerError[source]

	




	
exception manhattan.client.TimeoutError[source]

	




	
manhattan.client.main()[source]

	




	
class manhattan.middleware.ManhattanMiddleware(app, log, secret, cookie_name='manhattan', pixel_path='/vpixel.gif', host_map=None, buffer_writes=True)[source]

	
	
count_page(req)[source]

	




	
get_visitor_id(req)[source]

	




	
handle_pixel(visitor, fresh)[source]

	




	
inject_pixel(resp)[source]

	








	
class manhattan.backend.Backend(sqlalchemy_url, rollups=None, complex_goals=None, flush_every=500, cache_size=2000)[source]

	
	
all_tests()[source]

	




	
count(goal=None, variant=None, rollup_key='all', bucket_id=0, site_id=None)[source]

	




	
flush()[source]

	




	
get_pointer()[source]

	




	
goal_value(goal, variant=None, rollup_key='all', bucket_id=0, site_id=None)[source]

	




	
handle(rec, ptr)[source]

	




	
handle_nonbot(rec, history)[source]

	




	
iter_rollups(timestamp, history)[source]

	




	
record_complex_goals(history, new_name, timestamp, site_id)[source]

	




	
record_conversion(history, vid, name, timestamp, site_id, value=None, value_type='', value_format='')[source]

	




	
record_impression(history, vid, name, selected, timestamp, site_id)[source]

	




	
reset_counters()[source]

	




	
results(test_name, goals, site_id=None)[source]
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Quick Start


Installation

Install with pip:

$ pip install manhattan








Architecture

Manhattan is broken up into several conceptual modules. Those modules pass data
as follows:


[image: digraph architecture {     rankdir=LR;      node [shape=box];      Middleware -> Log -> Server;      subgraph cluster_backend {         label = "Backend";         Server -> "LRU Cache" -> SQL;         SQL -> "LRU Cache" -> Server;     }      Server -> Client;     Client -> Server; }]


The Log component of a system can be interchanged, and a few different
options are available for different deployment scenarios.


Frontend Setup

You can set up a typical WSGI application to use Manhattan in a few easy steps,
and be on your way to detailed analytics and easy AB testing. For the sake of
explanation we’ll use a very basic ‘Hello World’ WSGI app. To begin, put the
following into a new file, e.g. manhattandemo.py.:

from webob import Response
from webob.dec import wsgify


@wsgify
def app(req):
    return Response('Hello')


if __name__ == '__main__':
    from wsgiref.simple_server import make_server
    httpd = make_server('', 8000, app)
    print "Serving on 0.0.0.0:8000..."
    httpd.serve_forever()





Wrap the WSGI application in the ManhattanMiddleware, setting up a
TimeRotatingLog instance for the application to log events to.

The Manhattan frontend (middleware) is completely stateless, and simply logs
events to a log instance for later reconciliation. This ensures that the
additional in-band request latency incurred by adding Manhattan to an
application is very small: typically less than 1ms.

The recommended log type for basic deployments is the TimeRotatingLog,
which writes events as plaintext lines in a series of append-only files, with
one file per hour. There are other choices of logs for advanced deployments,
for more information see the manhattan.log module.:

from manhattan.middleware import ManhattanMiddleware
from manhattan.log.timerotating import TimeRotatingLog


log = TimeRotatingLog('/tmp/manhattan.log')
app = ManhattanMiddleware(app, log, secret='s3krit')





Try opening up http://localhost:8000 in your browser
and visiting a few urls, e.g.  http://localhost:8000/some-path. Then, look
at the generated files, e.g.:

$ cat /tmp/manhattan.log.*





You should see log entries from the requests that you just generated.






Goal Conversions and Split Tests

The ManhattanMiddleware places a key in the WSGI environ which acts as a
handle to perform testing operations. This handle is called the visitor and
is an instance of manhattan.visitor.Visitor. There are three types of
operations you can perform on this handle.


	visitor.page(req) - Record a page view, passing in a req object that
is an instance of webob.Request. This event is recorded implicitly on
every web request which uses the middleware, and does not need to be done by
the wrapped application unless additional page view records are desired.

	visitor.pixel() - Record that this visitor has requested a tracking
pixel.  This is used to exclude events from visitors which either don’t
request images or don’t support cookies (both likely symptoms of a bot). This
event is record implicitly by the middleware, and does not need to be done by
the wrapped application.

	visitor.goal(name, value=None, value_type=None, value_format=None) -
Record a goal conversion, where name is a string describing the goal.
value and associated parameters are optional.

	visitor.split(test_name, populations=None) - Perform a split test, record
the population assigned to this visitor, and return it. In the most basic
form, with no populations argument specified, this just does a 50/50 AB
test and returns True or False to indicate the assigned population.



For example, to record a goal conversion, we can modify our basic app like so:

@wsgify
def app(req):
    visitor = req.environ['manhattan.visitor']
    if req.path_info == '/pie':
        visitor.goal('pie accomplished')
    return Response('Hello')





After making this change, you should be able to visit
http://localhost:8000/pie, and see an event
recorded in the log for the corresponding goal conversion.

Recording a goal is not idempotent: if you call visitor.goal() twice, two
goal conversions will be recorded for that visitor. Depending on the particular
analysis being performed, this may affect results.

Performing a split test is similar:

@wsgify
def app(req):
    visitor = req.environ['manhattan.visitor']
    if visitor.split('superior dessert preference'):
        s = 'cake'
    else:
        s = 'pie'
    return Response(s)





Visiting http://localhost:8000 should show either ‘cake’ or ‘pie’, and record
the returned population in the event log.

Recording a split test is idempotent: for the same visitor and the same test,
the same population will always be returned, so you can make as many successive
calls to visitor.split() as desired without affecting the results of the
split test.




Backend Setup

As we’ve seen, all the frontend does is record events to a log. Although having
the log is useful, in order to do something with the data, we’ll want to
aggregate it somehow. This is done by the Manhattan backend, using the
manhattan-server executable.

The backend reconciles events from a log and aggregates the data in-memory,
periodically flushing it to SQL in a denormalized format for result viewing. To
launch the server, pass in a SQLAlchemy-friendly database connection URL and
the log path used by the frontend.:

$ manhattan-server --path=/tmp/manhattan.log --url=sqlite:///test.db -v





The server will spawn two threads. One thread will begin reconciling the
existing log events, and watch for new events to be recorded. The other thread
will answer aggregate queries over a loopback zeromq connection.

To query the server, start:

$ manhattan-client





This will provide a python shell with a client object. Try:

>>> client.count('pie accomplished')





You can also view conversion statistics for split test populations.:

>>> client.count('pie accomplished',
                 variant=('superior dessert preference', 'True'))





You’ll probably want to be able to query analytics results from within another
application. The same client object is also available inside other python
processes with just:

from manhattan.client import Client

client = Client()








Next Steps

For more sophisticated production analytics, check out the Advanced Usage section.
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Advanced Usage


Site Specific Analysis

Manhattan can be deployed in an app that handles multiple domains. By default,
all data will be aggregated together. If desired, data can be aggregated by
site using a host_map passed to ManhattanMiddleware. The host map is
simply a dict mapping the host component of the HTTP URL to an integer site_id,
for example:

host_map = {
    'foo.com': 1,
    'bar.com': 2,
    'baz.example.edu': 3
}
app = ManhattanMiddleware(app, log, secret='s3krit', host_map=host_map)








Configurable Rollups

Configurable rollups allow the specification of aggregation time periods or
groups. For example, you can track statistics by:


	Time period (including variable-size periods like ‘local timezone months’)

	Browser type or version

	IP address or group of IP addresses

	Referring site

	...anything that can be computed from request headers



For more information see manhattan.backend.rollups.




Complex Goals

Complex goals are goals/visitor states which can be expressed as a combination
of other goal conversions.

For example, a complex goal abandoned cart might refer to the set of visitors
which have hit the added to cart goal, but not the began checkout goal.

Complex goals can be specified on the command line like:

--complex="abandoned cart|add to cart|began checkout"
--complex="hello|foo,bar,baz|quux"
--complex="name|include1,include2|exclude1,exclude2"





Complex goals will be recorded only if all of the include goals have been
satisfied, but none of the exclude goals have been satisfied.

When rollups are used, complex goal conversions will be recorded in the rollups
that correspond to the first .goal() call in which all the include
constraints were satisfied.
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Contributing

Patches and suggestions are strongly encouraged! Github pull requests are
preferred, but other mechanisms of feedback are welcome.

Manhattan has a comprehensive test suite with 100% line and branch coverage, as
reported by the excellent coverage module. To run the tests, simply run in
the top level of the repo:

$ nosetests





There are no PEP8 [http://www.python.org/dev/peps/pep-0008/] or Pyflakes [http://pypi.python.org/pypi/pyflakes] warnings in the codebase. To verify
that:

$ pip install pep8 pyflakes
$ pep8 -r .
$ pyflakes .





Any pull requests must maintain the sanctity of these three pillars.

You can test these three things on all supported platforms with Tox:

$ tox
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  Source code for manhattan.middleware

from __future__ import absolute_import, division, print_function
from webob import Request, Response

from .visitor import Visitor
from .util import nonce, transparent_pixel, pixel_tag, Signer, SignerError


[docs]class ManhattanMiddleware(object):

    def __init__(self, app, log, secret, cookie_name='manhattan',
                 pixel_path='/vpixel.gif', host_map=None, buffer_writes=True):
        self.app = app
        self.cookie_name = cookie_name
        self.log = log
        self.signer = Signer(secret)
        self.pixel_path = pixel_path
        self.host_map = host_map or {}
        self.buffer_writes = buffer_writes

[docs]    def inject_pixel(self, resp):
        tag = pixel_tag(self.pixel_path)

        def wrap_iter(orig_iter):
            for chunk in orig_iter:
                yield chunk.replace('</body>', '%s</body>' % tag)

        resp.app_iter = wrap_iter(resp.app_iter)


[docs]    def handle_pixel(self, visitor, fresh):
        if not fresh:
            visitor.pixel()
        resp = Response(transparent_pixel)
        resp.content_type = 'image/gif'
        return resp


[docs]    def count_page(self, req):
        return (req.method in ('GET', 'POST') and
                req.headers.get('X-Purpose') != 'preview')


[docs]    def get_visitor_id(self, req):
        signed_value = req.cookies[self.cookie_name]
        return self.signer.unsign(signed_value)


    def __call__(self, environ, start_response):
        req = Request(environ)

        fresh = vid = None
        if self.cookie_name in req.cookies:
            try:
                vid = self.get_visitor_id(req)
            except SignerError:
                pass
            else:
                fresh = False

        if not vid:
            vid = nonce()
            fresh = True

        site_id = self.host_map.get(req.host.split(':', 1)[0], 0)

        req.environ['manhattan.visitor'] = visitor = Visitor(
            vid, self.log, site_id, self.buffer_writes)

        if self.pixel_path and req.path_info == self.pixel_path:
            resp = self.handle_pixel(visitor, fresh)
        else:
            resp = req.get_response(self.app)

            if self.count_page(req):
                visitor.page(req)

            if fresh:
                resp.set_cookie(self.cookie_name, self.signer.sign(visitor.id),
                                httponly=True)

            if self.pixel_path and resp.content_type == 'text/html':
                self.inject_pixel(resp)

        visitor.flush()
        return resp(environ, start_response)
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  Source code for manhattan.client

from __future__ import absolute_import, division, print_function
import argparse
import zmq
import code

default_bind = 'tcp://127.0.0.1:5555'


ctx = zmq.Context()


[docs]class ServerError(Exception):
    pass



[docs]class TimeoutError(Exception):
    pass



[docs]class Client(object):

    def __init__(self, connect=default_bind, wait=3000):
        self.sock = ctx.socket(zmq.REQ)
        self.sock.setsockopt(zmq.LINGER, 0)
        self.sock.connect(connect)

        self.poller = zmq.Poller()
        self.poller.register(self.sock, zmq.POLLIN)

        self.wait = wait

    def __getattr__(self, name):
        def rpc_method(*args, **kwargs):
            req = [name, args, kwargs]
            self.sock.send_json(req)

            if self.poller.poll(self.wait):
                status, resp = self.sock.recv_json()
                if status == 'ok':
                    return resp
                else:
                    raise ServerError(resp)
            else:
                raise TimeoutError('Timed out after %d ms waiting for reply' %
                                   self.wait)
        return rpc_method



[docs]def main():
    p = argparse.ArgumentParser(description='Run a Manhattan client.')
    p.add_argument('--connect', type=str,
                   default=default_bind,
                   help='ZeroMQ socket description to connect to')
    args = p.parse_args()

    client = Client(args.connect)
    code.interact("The 'client' object is available for queries.",
                  local=dict(client=client))
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  Source code for manhattan.visitor

from __future__ import absolute_import, division, print_function
import time

from .util import choose_population, decode_http_header, decode_url
from .record import PageRecord, PixelRecord, GoalRecord, SplitRecord


# Goal Value Aggregation Types
RATE = 'R'
AVERAGE = 'A'
SUM = 'S'
PER = 'I'

# Goal Value Measurement Formats
NUMERIC = 'N'
CURRENCY = 'C'
PERCENTAGE = 'P'


[docs]class Visitor(object):
    """
    A handle to perform operations on the given visitor session.
    """
    RATE = RATE
    AVERAGE = AVERAGE
    SUM = SUM
    PER = PER

    NUMERIC = NUMERIC
    CURRENCY = CURRENCY
    PERCENTAGE = PERCENTAGE

    def __init__(self, id, log, site_id='', buffer_writes=True):
        """
        Initialize the Visitor handle.

        :param id:
            id to reference this Visitor.
        :type id:
            str
        :param log:
            A log instance that implements the manhattan log interface methods.
        :param buffer_writes:
            If True, log entries are buffered and flushed at the end of
            a request or when `flush()` is called manually; if False,
            they're written immediately.
        """
        self.id = id
        self.log = log
        self.site_id = str(site_id)
        self.buffer_writes = buffer_writes
        self.buffer = []

[docs]    def timestamp(self):
        """
        Override this to generate event timestamps in a different way. Defaults
        to the POSIX epoch.
        """
        return '%0.4f' % time.time()


[docs]    def write(self, *records):
        self.buffer += records
        if not self.buffer_writes:
            self.flush()


[docs]    def flush(self):
        """Write buffered records to log."""
        if self.buffer:
            records = [r.to_list() for r in self.buffer]
            self.buffer = []
            self.log.write(*records)


[docs]    def page(self, request):
        """
        Log a page view for this visitor.

        :param request:
            A request object corresponding to the page to log.
        :type request:
            webob.Request instance
        """
        rec = PageRecord(timestamp=self.timestamp(),
                         vid=self.id,
                         site_id=self.site_id,
                         ip=request.remote_addr or '0.0.0.0',
                         method=request.method,
                         url=decode_url(request.url),
                         user_agent=decode_http_header(request.user_agent),
                         referer=decode_http_header(request.referer))
        self.write(rec)


[docs]    def pixel(self):
        """
        Log a pixel view for this visitor.
        """
        rec = PixelRecord(timestamp=self.timestamp(),
                          vid=self.id,
                          site_id=self.site_id)
        self.write(rec)


[docs]    def goal(self, name, value=None, value_type=None, value_format=None):
        """
        Log a goal hit for this visitor.

        :param name:
            Name of the goal.
        :type name:
            str
        :param value:
            Value of this goal.
        :type value:
            int or float
        :param value_type:
            Type of goal value aggregation to perform.
        :type value_type:
            RATE, AVERAGE or SUM
        :param value_format:
            Display format for this goal value.
        :type value_format:
            NUMERIC, CURRENCY, or PERCENTAGE
        """
        value = value and str(value)
        rec = GoalRecord(timestamp=self.timestamp(),
                         vid=self.id,
                         site_id=self.site_id,
                         name=name.encode('ascii', 'replace').decode('ascii'),
                         value=value or '',
                         value_type=value_type or '',
                         value_format=value_format or '')
        self.write(rec)


[docs]    def split(self, test_name, populations=None):
        """
        Perform a split test for this visitor. The resulting population is
        calculated deterministically based on the test name and the visitor id,
        so the same visitor id and the same test name will always be assigned
        to the same population.

        :param test_name:
            Name of the test.
        :type test_name:
            str
        :param populations:
            Population specified. Can be any of the following:

                None -- 50/50 split performed between True or False.
                list -- Select evenly between entries in the list.
                dict -- A weighted split between keys in the dict. The weight
                of each population is specified by the value, as a float.

        :returns:
            The population selected for the visitor.
        """
        selected = choose_population(self.id + test_name, populations)
        rec = SplitRecord(timestamp=self.timestamp(),
                          vid=self.id,
                          site_id=self.site_id,
                          test_name=test_name,
                          selected=str(selected))
        self.write(rec)
        return selected
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  Source code for manhattan.backend

from __future__ import absolute_import, division, print_function
from collections import Counter, defaultdict
from decimal import Decimal
from operator import itemgetter

from manhattan import visitor

from .rollups import AllRollup, LocalDayRollup, LocalWeekRollup, BrowserRollup
from .cache import DeferredLRUCache
from .model import VisitorHistory, Test, Goal

from .persistence.sql import SQLPersistentStore


default_rollups = {
    'all': AllRollup(),
    'pst_day': LocalDayRollup('America/Los_Angeles'),
    'pst_week': LocalWeekRollup('America/Los_Angeles'),
    'browser': BrowserRollup(),
}


[docs]class Backend(object):

    def __init__(self, sqlalchemy_url, rollups=None, complex_goals=None,
                 flush_every=500, cache_size=2000):
        self.rollups = rollups or default_rollups
        self.complex_goals = complex_goals or []

        self.store = store = SQLPersistentStore(sqlalchemy_url)

        self.visitors = DeferredLRUCache(get_backend=store.get_visitor_history,
                                         put_backend=store.put_visitor_history,
                                         max_size=cache_size)
        self.tests = DeferredLRUCache(get_backend=store.get_test,
                                      put_backend=store.put_test,
                                      max_size=cache_size)
        self.goals = DeferredLRUCache(get_backend=store.get_goal,
                                      put_backend=store.put_goal,
                                      max_size=cache_size)

        self.pointer = self.store.get_pointer()
        self.records_since_flush = 0
        self.flush_every = flush_every

        self.reset_counters()

[docs]    def get_pointer(self):
        return self.pointer


[docs]    def reset_counters(self):
        self.inc_conversions = Counter()
        self.inc_values = defaultdict(Decimal)

        self.inc_variant_conversions = Counter()
        self.inc_variant_values = Counter()

        self.inc_impressions = Counter()


[docs]    def handle(self, rec, ptr):
        try:
            history = self.visitors.get(rec.vid)
        except KeyError:
            history = VisitorHistory()

        if rec.key == 'pixel':
            history.nonbot = True
            for rec in history.nonbot_queue:
                self.handle_nonbot(rec, history)

        elif history.nonbot:
            self.handle_nonbot(rec, history)

        else:
            history.nonbot_queue.append(rec)
            # Limit nonbot queue to most recent 500 events.
            del history.nonbot_queue[:-500]

        self.visitors.put(rec.vid, history)
        self.pointer = ptr
        self.records_since_flush += 1

        if self.records_since_flush > self.flush_every:
            self.flush()
            self.records_since_flush = 0


[docs]    def handle_nonbot(self, rec, history):
        assert rec.key in ('page', 'goal', 'split')
        ts = int(float(rec.timestamp))
        site_id = int(rec.site_id)

        if rec.key == 'page':
            history.ips.add(rec.ip)
            history.user_agents.add(rec.user_agent)
            self.record_conversion(history,
                                   vid=rec.vid,
                                   name=u'viewed page',
                                   timestamp=ts,
                                   site_id=site_id)

        elif rec.key == 'goal':
            self.record_conversion(history,
                                   vid=rec.vid,
                                   name=rec.name,
                                   timestamp=ts,
                                   site_id=site_id,
                                   value=rec.value,
                                   value_type=rec.value_type,
                                   value_format=rec.value_format)

        else:  # split
            self.record_impression(history,
                                   vid=rec.vid,
                                   name=rec.test_name,
                                   selected=rec.selected,
                                   timestamp=ts,
                                   site_id=site_id)


[docs]    def record_impression(self, history, vid, name, selected, timestamp,
                          site_id):
        variant = name, selected
        history.variants.add(variant)

        try:
            test = self.tests.get(name)
        except KeyError:
            test = Test()
            test.first_timestamp = timestamp

        test.last_timestamp = timestamp
        test.variants.add(variant)

        self.tests.put(name, test)

        # Record this impression in appropriate time buckets both on the
        # history object and in the current incremental accumulators.
        for rollup_key, rollup in self.rollups.iteritems():
            bucket_id = rollup.get_bucket(timestamp, history)
            key = (name, selected, rollup_key, bucket_id, site_id)
            if key not in history.impression_keys:
                history.impression_keys.add(key)
                self.inc_impressions[key] += 1


[docs]    def iter_rollups(self, timestamp, history):
        for rollup_key, rollup in self.rollups.iteritems():
            bucket_id = rollup.get_bucket(timestamp, history)
            yield rollup_key, bucket_id


[docs]    def record_complex_goals(self, history, new_name, timestamp, site_id):
        for complex_name, include, exclude in self.complex_goals:
            # If all goals have now been satisfied in the 'include' set,
            # trigger a +1 delta on this complex goal in the current
            # rollups, and track that as a complex goal conversion in this
            # visitor history.
            if (new_name in include) and (history.goals >= include):
                new_keys = []
                for rollup_key, bucket_id in self.iter_rollups(timestamp,
                                                               history):
                    conv_key = (complex_name, rollup_key, bucket_id, site_id)
                    new_keys.append(conv_key)
                    self.inc_conversions[conv_key] += 1
                history.complex_keys[complex_name] = new_keys

            # If we are adding the first goal in the 'exclude' set, trigger
            # a -1 delta for all conversions on that complex goal in the
            # visitory history.
            if history.goals & exclude == set([new_name]):
                for key in history.complex_keys.pop(complex_name, []):
                    self.inc_conversions[key] -= 1


[docs]    def record_conversion(self, history, vid, name, timestamp, site_id,
                          value=None, value_type='', value_format=''):
        try:
            goal = self.goals.get(name)
        except KeyError:
            goal = Goal()
            goal.value_type = value_type
            goal.value_format = value_format

        self.goals.put(name, goal)

        if value:
            value = Decimal(value)

        if name not in history.goals:
            history.goals.add(name)
            # If this is a 'new' goal for this visitor, process complex
            # conversion goals.
            self.record_complex_goals(history, name, timestamp, site_id)

        # Record this goal conversion in appropriate time buckets both on the
        # history object and in the current incremental accumulators.
        for rollup_key, bucket_id in self.iter_rollups(timestamp, history):

            conv_key = (name, rollup_key, bucket_id, site_id)
            if conv_key not in history.conversion_keys:
                history.conversion_keys.add(conv_key)
                self.inc_conversions[conv_key] += 1
            if value:
                self.inc_values[conv_key] += value

            for test_name, selected in history.variants:
                vc_key = (name, test_name, selected, rollup_key, bucket_id,
                          site_id)
                if vc_key not in history.variant_conversion_keys:
                    history.variant_conversion_keys.add(vc_key)
                    self.inc_variant_conversions[vc_key] += 1
                if value:
                    self.inc_variant_values[vc_key] += value


[docs]    def flush(self):
        self.store.begin()

        self.visitors.flush()
        self.tests.flush()
        self.goals.flush()

        # Add local counter state onto existing persisted counters.
        self.store.increment_conversion_counters(self.inc_conversions,
                                                 self.inc_values)
        self.store.increment_impression_counters(self.inc_impressions)
        self.store.increment_variant_conversion_counters(
            self.inc_variant_conversions, self.inc_variant_values)
        self.reset_counters()

        self.store.update_pointer(self.pointer)
        self.store.commit()


[docs]    def count(self, goal=None, variant=None, rollup_key='all', bucket_id=0,
              site_id=None):
        assert goal or variant, "must specify goal or variant"

        if goal and variant:
            test_name, selected = variant
            key = goal, test_name, selected, rollup_key, bucket_id, site_id
            local = self.inc_variant_conversions[key]
            flushed = self.store.count_variant_conversions(*key)[0]
        elif goal:
            key = goal, rollup_key, bucket_id, site_id
            local = self.inc_conversions[key]
            flushed = self.store.count_conversions(*key)[0]
        else:
            # variant
            name, selected = variant
            key = name, selected, rollup_key, bucket_id, site_id
            local = self.inc_impressions[key]
            flushed = self.store.count_impressions(*key)

        return local + flushed


[docs]    def goal_value(self, goal, variant=None, rollup_key='all', bucket_id=0,
                   site_id=None):

        goal_obj = self.goals.get(goal)

        if not goal_obj.value_type:
            return self.count(goal, variant, rollup_key=rollup_key,
                              bucket_id=bucket_id, site_id=site_id)

        if variant:
            test_name, selected = variant
            key = goal, test_name, selected, rollup_key, bucket_id, site_id
            local = self.inc_variant_values[key]
            flushed = self.store.count_variant_conversions(*key)[1]
        else:
            key = goal, rollup_key, bucket_id, site_id
            local = self.inc_values[key]
            flushed = self.store.count_conversions(*key)[1]
        value = local + Decimal(str(flushed))

        if goal_obj.value_type == visitor.SUM:
            return value

        elif goal_obj.value_type == visitor.AVERAGE:
            count = self.count(goal, variant, rollup_key=rollup_key,
                               bucket_id=bucket_id, site_id=site_id)
            return value / count if count > 0 else 0

        else:
            # visitor.PER
            count = self.count(u'viewed page', variant,
                               rollup_key=rollup_key,
                               bucket_id=bucket_id, site_id=site_id)
            return value / count if count > 0 else 0


[docs]    def all_tests(self):
        # Start with flushed.
        all = self.store.all_tests()
        # Update from unflushed (so that dirty entries overwrite the flushed).
        all.update(self.tests.entries)
        # Sort by last timestamp descending.
        all = [(name, test.first_timestamp, test.last_timestamp)
               for name, test in all.iteritems()]
        all.sort(key=itemgetter(2), reverse=True)
        return all


[docs]    def results(self, test_name, goals, site_id=None):
        # Return a dict: keys are populations, values are a list of values for
        # the goals specified.
        test = self.tests.get(test_name)

        ret = {}
        for variant in test.variants:
            values = []
            for goal in goals:
                values.append(self.goal_value(goal, variant, site_id=site_id))
            ret[variant[1]] = values

        return ret
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